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Optical Cross-Connect Based on the
Spherical Fourier Cell

David J. Rabb and Betty Lise Anderson, Senior Member, IEEE

Abstract—A free-space optical cross connect is proposed here
that is highly compact and uses digital microelectromechanical sys-
tems (MEMS) tip-style micromirror arrays. Based on the Fourier
cell, previously described for true time delays, the cross-connect
can be strictly non-blocking, or can be of blocking or reconfig-
urably blocking designs to reduce the MEMS pixel count. Because
in the Fourier cell many systems can share a single spherical lens,
the hardware count is comparatively low and the system is highly
compact.

Index Terms—Fourier optics, optical communication, optical
data processing, optical interconnections.

I. INTRODUCTION

T O AVOID the bottleneck of optical-electrical-optical
conversion in optical communication systems, it is desir-

able to have a means to switch a large number of beams among
different paths, keeping the signals in the optical domain.
Cascading banks of 2 2 optical waveguide switches quickly
becomes cumbersome, lossy and hardware-intensive as the
number of inputs increases. The classic free-space optical
cross-connect approach uses an analog microelectromechanical
systems (MEMS) array of tip/tilt micromirrors combined with
an array of input and output fibers [1]–[4]. In these systems,
the light from each fiber is directed on a specific micromirror,
which is then tilted to the precise angle needed to send it to
the appropriate output fiber, usually using a fixed mirror and
two MEMS arrays. The MEMS in these cases can tip to any
arbitrary angle with in a certain cone.

We have earlier proposed and demonstrated a free-space op-
tical cross-connect [5], [6] based on the White cell. Those de-
vices use two- or three-state digital style MEMS, meaning the
micromirrors have two or three stable states, and the angle of
tilt is determined by mechanical stops, greatly simplifying the
MEMS control electronics and alignment constraints. Further,
in the White cell, the accuracy with which a beam is directed
to a desired output (for example, to target a single-mode fiber
core) is determined by the tilt angles of the White cell (objective)
mirrors, which are fixed. The accuracy of the MEMS mirror tilt
angles need only be to within a degree or so, since the MEMS
only selects which White cells mirror a beam goes to. The White
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cell-based optical cross-connect is far simpler to align and re-
quires much simpler control.

The White cell is compact but its size does grow as
increases, and the number of MEMS pixels required in the
“quartic” version is proportional to [5] . On the positive
side, there is redundancy built in since there are many possible
paths to a given output, so that if some micromirrors fail the
device can still work.

A binary-style White cell was also described for optical inter-
connection that uses fewer micromirrors but has no redundancy
[5]. This device also requires a number of spot-displacement de-
vices for shifting beams.

In this paper, we propose an optical cross-connect based on
the Fourier cell, a different free-space optical system but one
that, like the White cell, involves arrays of input beam making
multiple bounces through a free-space system, where each beam
interacts with a series of MEMS micromirror arrays for inde-
pendent control. The Fourier cell, however, has the potential to
be far more compact, particularly for large numbers of inputs
and output, in part because all the beams share a single lens
and thus overlap considerably in space. Further, the Fourier cell
combines the comparatively low pixel count of the binary White
cell with the lack of separate spot shifters of the quartic White
cell.

This paper is organized as follows. In Section II, we review
briefly the operation of the Fourier cell, and describe how to
adapt the Fourier cell to optical cross-connections, driving par-
ticular inputs to the required row and column of an array. The
problem of combining spots to a particular output spot while
avoid fan-in loss is also covered here. Section III is devoted
to designs that use fewer MEMS micromirrors; a strictly non-
blocking Fourier cell cross-connect is proposed in Section III-A.
For a slight increase in MEMS pixels from the blocking de-
sign, switch can be reconfigurably non-blocking as described
in Section III-B. In Section IV, we summarize our results and
give some examples.

II. OPERATION OF THE FOURIER CELL

A. Fourier Cell
The Fourier cell has been described previously in [7], where it

was introduced for the application of providing optical true-time
delays for steering phased array antennas. We will briefly review
the principle of operation here.

The main component is a spherical lens, Fig. 1. This lens is at
the center of a larger sphere (diameter , where is the focal
length of the sphere). Around half of this outer sphere, on the
left, are arranged a series of MEMS micromirror arrays. On the
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Fig. 1. Basic Fourier cell.

opposite side of the outer sphere is a series of pairs of mirrors.
Four pairs of mirrors are shown. In each pair, one mirror is above
the other. An input and output are also shown. The input and
output are assumed to each consist of an array of light beams.
For example, the array of input beams may come from an array
of optical fibers.

It will be recalled that an object placed in the front focal plane
of a lens will produce, at the back focal plane, a two-dimensional
Fourier transform of the input field [8]. We see in the figure that
the spherical lens performs this function on each pass across the
lens and again on each return pass. Further, an array of spots at
the input is re-imaged, after two transforms, to another array of
spots, with magnification , for example from one MEMS to
the next. Similarly, on the right-hand side, each plain mirror is
imaged to the next plane mirror, again with magnification .

In operation, the light from the input array of beams, whose
axes are all parallel, goes from the input to a single flat mirror
at position 1. The Fourier transform process superimposes all
the beams in single location on the flat mirror. The mirror is
tipped such that the light goes to the MEMS located at posi-
tion 2, and the lens separates the beam again into individual
spots. The MEMS here has pixels that can tip to one of sev-
eral angles. We choose here three possible MEMS tilt angles,

(up or down in the side view) and 0 . Each spot in the light
beam array lands on a different pixel. If the pixel for a particular
beam is tipped to , that particular beam arrives at the center
of the upper mirror in location 3. All beams whose pixels on the
MEMS at position 2 were tipped “up” also converge here. For
all beams striking pixels tipped downward at position 2, they are
all centered on the lower mirror at position 3.

Next we examine the spot patterns and mirror alignments of
the original spherical Fourier cell. Fig. 2(a) shows the input,
output, and MEMS arrays, viewed as looking at them from the
center of the sphere. There are 16 input beams in a 4 4 array in
this figure, labeled a-p. The “ ” sign between the input and seg-
ment 2 represents the intersection of the axis of mirror 1 with the
outer sphere. The input array is Fourier-transformed onto mirror

Fig. 2. Spot patterns in the Fourier cell, looking from inside the sphere toward
the mirrors. (a) On the even-numbered bounces, the input array is re-imaged
with�� magnification. On the odd bounces (b) the beams are superimposed on
the upper or lower flat mirror, depending o the tilt of the pixel from which each
beam came.

1, and inverse-transformed back to segment 2, where there is a
MEMS micromirror array, with 16 pixels. Note the magni-
fication inverts the image.

In Fig. 2(b), we see the flat mirrors on the other side of the
sphere, again looking at them from inside the sphere. The first
mirror is a single segment. The gray circle indicates the region
where all the light beams from the input array are coincident.
Between locations 1 and 3 are two “ ” signs, one for each of
two possible MEMS micromirror tip angles (only two are used
here). In location 3, there are two circles. One is where all the
beams land that struck pixels tipped up, and the other is for the
beams that were sent downward.

Returning to Fig. 2(a), we see a single “ ”, marking the inter-
section of the normals of the two mirrors at segment 3 with the
outer sphere. These normals are drawn from the centers of the
light beams on the upper and lower mirror; therefore, the upper
and lower mirrors have slightly different tips.

B. Adapting the Fourier Cell to a Cross-Connect

When the Fourier cell was previously described, for providing
true-time delays, the lower mirror in each mirror pair was re-
placed by some optical device that created a time delay in the
beams (compared to if they went to the upper mirror), and those
devices acted optically like mirrors. For the optical cross con-
nect, we do not use delay devices, because we want all beams
to experience the same latency. We want to deliver each input
beam to a particular output location that is programmable. To
this end, we realign the lower mirror in each mirror pair in the
Fourier plane.

Let us consider the mirror pair in position 3. We now want
to produce the functionality that all the beams in the array from
the MEMS at location 2 that are sent to the upper mirror are
re-imaged onto the MEMS in location 4, just as they were in
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Fig. 3. Beams in a column are individually driven to different columns.

Fig. 2(a). If, however, some beams are sent to the lower mirror,
that mirror is tipped slightly to the side, such that when the spots
are re-imaged on the MEMS at location 4, those spots form one
column over from where they would have formed if they had
gone to the upper mirror. This is shown in Fig. 3 for a particular
column of the input array. We will drive each spot in this column
to a different column.

The operation is as follows. All of the four input beams go to
mirror 1, and are re-imaged onto a MEMS device in location 2,
where they are still in a single column. At this point, each of
the four beams can be sent to either the upper or lower mirror
of 3. In this example, beams “a” and “m” are sent to the upper
mirror, and their images appear in the first column of the MEMS
in location 4. The other two beams are sent to the lower mirror
of 3, and their images appear one column to the right. In loca-
tion 4 each pixel can tip either up, down, or flat, so each of the
four beams can appear at either the upper or lower flat mirror
in location 5. The axes of these two mirrors are separated by
a distance twice that between the axes of the mirrors in loca-
tion 3, so that for those beams that are to be shifted, they will
be shifted two columns to the right instead of one. At this point
we have delivered each of the four inputs to a different column.
If the process were to continue (say if there were more input
beams), the axes of the mirrors in location 7 would be separated
by twice as much as the previous odd-numbered location and
so on. Thus, input can be distributed to different columns
using MEMS chips where

(1)

C. Spot Combiner

To make a complete cross-connect, a way must be devised to
collapse all the spots in any column to a single spot. We show
here how to use the Fourier cell to perform this function.

In Fig. 3, there is one and only one spot in each row. If we
could superimpose the rows to a single row, there would be one
spot at each location, the desired result. Let us allow the process
in Fig. 3 to continue, Fig. 4. We set the MEMS mirror tip angles
in the top two rows of location 6 such that they send any beams
there to the upper mirror of location 7. The bottom two rows are
programmed to send the beams to the lower mirror of 7. The
MEMS tip angle needed in each case will depend on whether
each beam on 6 is coming from the upper or lower part of 5.
The axes of the two mirrors of 7 are as shown. The top rows
of 6 are now reproduced in location 8, and the bottom rows are
shifted down to rows to overlap them.

Fig. 4. Spot pattern for switching columns then condensing to a single row.

There will still be only one spot (or no spot) on each MEMS
pixel at 8. Each can be tipped to send the beam to the upper
or lower mirror 9. These axes intersect with the outer sphere
with half the separation of the axes of mirrors 7, resulting in the
shifting of one row, putting one on top of the other. At loca-
tion 10, each light beam in the input column has been sent to a
specified spot in a single row. We do not want to put the output
directly at 10, however, because the beams will be coming from
different angles (upper or lower 9). Therefore, we have one last
MEMS that sends each beam to a single mirror at location 11,
which then sends them all to the proper output location. At the
output, all beams have the same arrival angle, thus enabling ef-
ficient coupling in output fibers. Note that if the outputs are de-
tectors, which are not angle sensitive, then steps 10 and 11 can
be skipped.

Thus, we have directed four inputs individually and indepen-
dently to four outputs. The same process can be extended to an
arbitrary number of inputs and outputs, so long as the number
of inputs is equal to the number of outputs.

The largest MEMS chip that will be required, from Fig. 4,
appears to be . The center MEMS (location 6 in this
figure) can be static- each pixel will always have the same tip
angle since in every case a beam going there came from a known
direction and will always be sent to a known fixed direction.
Thus, that center device can be a static micromirror array. As-
suming that to be the case, the total number of MEMS chips
required for the switch plus combiner is related to the number
of inputs/output by

(2)

D. Comment on Number of MEMS Chips
We observe in Fig. 4 that several MEMS chips of varying

sizes are needed. If the MEMS are analog rather than discrete,
or at least have a number of possible states, it is possible to com-
bine segments 2, 4 up to but not including the largest MEMS
(number 6 in the figure) on a single MEMS chip. The mirrors
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at the Fourier end of the cell would have their axes intersect the
MEMS such that each array of spots (2, 4, etc.) are reproduced
on the same chip, shifted by the appropriate number of columns.
The MEMS after the “center” one (number 6 in the figure) can
similarly be combined. The axes of the various MEMS pixels
must still be as shown in the bottom of Fig. 4, requiring therefore
many possible MEMS states. This approach uses fewer chips,
making it potentially simpler to package, and has the advantage
of using all the same chips, rather than an assortment of dif-
ferent sizes. It also has the potential to make the angles of the
rays very small with respect to the lens, reducing aberrations
and the overall size of the apparatus, at least at the MEMS side
of the sphere (the spreading out of the Fourier mirrors may in-
crease the angles too much in certain cases). The drawback is
increased complexity of the MEMS drive circuitry.

The cross-connect described so far is strictly non-blocking,
but requires large MEMS micromirror arrays. In the next sec-
tion, we show how to reduce size of the MEMS arrays signif-
icantly by incorporating half-row shifts, at which point, how-
ever, the switch becomes blocking. A third configuration, using
grouping, restores the property of being non-blocking, in this
case reconfigurably non-blocking, while still keeping the re-
quired MEMS array size small.

III. REDUCING THE SIZE OF THE REQUIRED MEMS

A. Using Half-Row Shifts

So far, in the method of creating a cross-connect based on the
Fourier cell discussed in Part II, the size of the largest MEMS
required is , where is the number of inputs and out-
puts, and is the pixel pitch. For a large cross-connect, this may
be prohibitively large. In this section, we discuss an improve-
ment to the optical switch that reduces the size of the MEMS to

.
The top half of Fig. 5 shows the MEMS segments again as

viewed from the center of the system. For this case the MEMS
devices are three-state (pixels can be tilted to , flat, or ).
The segments (MEMS and flat mirrors) are each flat and are on
a continuous spherical surface with the normals of each going
through the center of the ball lens as before. The figure shows the
case where there are sixteen inputs, arranged in a 4 4 square.
We will follow the paths of four specific inputs, indicated by
gray circles, to illustrate the operation of a cross-connect with
“grouping.”

Also shown in the top of the figure are the locations of the
normals of the Fourier mirrors. Rays coming out perpendicular
to Fourier mirrors come to a point on the MEMS side. The same
is true for the lines perpendicular to MEMS pixels: they come
to a point on the Fourier mirror side. The Fourier mirrors are
shown in the lower half of the figure as viewed from the ball lens.
The letters inside the large spots correspond to those beams that
visit that part of the Fourier mirrors. Which part of the Fourier
mirror (top or bottom) is visited at Bounce 3 (determined by the
tip of the various pixels at 2) determines the point about which
a particular beam is imaged in going from one MEMS chip to
the next.

Fig. 5. Using half-row shifts, either up or down (first bounces) or left or right,
(second half of bounces) the size of the MEMS chips needed can be reduced.
The gray letters indicate where the pixels would be imaged without the half-row
shifts. The black circles follow four inputs, A, D, J, and O, to show how they
can be independently routed to arbitrary outputs.

In this example, the MEMS at Bounce 2 is 4 4, the same
dimension as the input array. The MEMS at Bounce 4, how-
ever, is 5 4. Since the progression is from an even to an odd
number of rows every spot from Bounce 2 must be shifted ei-
ther up or down a little to land on a pixel in Bounce 4. A given
beam can be moved to one of two different rows when imaged
again at segment 4, depending on whether it struck the upper or
lower mirror on Bounce 3. Shown faded on each of the MEMS
segments are the previous default image locations. That is, these
would have been the beam locations throughout the system if the
Fourier mirrors were not tilted. In this design, a beam is shifted
either up or down one and a half rows relative to the default
image (shown faded), where a half row lies between rows of the
default image. Either shift puts a beam on a new row of pixels at
Bounce 4. The Fourier mirrors at 5 are tipped such that a given
row is shifted up or down one row at MEMS 6, and the Fourier
mirrors at 7 are tipped to shift each spot up or down a half row,
again relative to the default image. The mirrors at 9, 11, and 13
are used to shift the columns by , and pixels re-
spectively relative to the default image. The total shift of a beam
row can then be any integer from 3 to 3 and its column can be
shifted similarly.

For each array we will define the default position P as being
position (4, 4) (the position in the array of input P if it is never
shifted) and default A as being (1, 1). Let us follow Beam A,
which in this example is to be directed to the output position
(2, 2). Thus, its position must be shifted down one row and one
column to the right at the output. The row of the beam starts at
1. The pixel at bounce 2 is tilted to send Beam A to the lower
Fourier mirror at Bounce 3, which causes a shift of 1.5 rows such
that the beam goes to the center row at segment 4. Note that the
image of MEMS 2 is inverted, so while the beam is moving “up”
on Bounce 4, it is really down a row and a half with respect to the
input and output. Thus we call this a shift of 1.5 rows. Because
the rows of the pixels at Bounce 4 are between the images of the
rows at Bounce 2, Beam A strikes a pixel at Bounce 4. This pixel
is tilted downward, sending Beam A to the lower Fourier mirror
on Bounce 5. This then shifts Beam A to row 1.5 ( shift with
respect to the input and output arrays) at segment 6. The MEMS
at 6 sends Beam A to the lower Fourier Mirror at Bounce 7,
which provides an additional shift of 0.5 rows. Note that the
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MEMS at Bounce 8 is now 4 4 again. Thus, the half-row shift
puts the beams on a pixel in row 2 at bounce 8. The total row
shift is row as required. Input A started
in row 1 and ended up in row 2, the intended destination row.
Now, however, the column must be shifted to send Beam A to
the desired output point.

The column is shifted in a similar fashion. Now the MEMS
in Bounces 10 and 12 are 4 5 (instead of 5 4 as in Bounces
4 and 6). Beam A is sent to the appropriate Fourier mirrors at
Bounces 9, 11, and 13, such that the beam is first shifted by
columns (remember the inverted image), then 1 columns, and
finally 0.5 columns. The MEMS at Bounce 14 is 4 4 again,
and Beam A, with total column shift of
lands on a pixel in column 2 as desired.

Following the case of the input beam as position “O,” it begins
at (4, 3) and is to end up at (1, 4). Thus, its row is shifted
rows, row, and 0.5 rows for a total row shift of 3 rows.
Similarly, the column is shifted by 1.5, 1, and 0.5 for a
total shift of 1 to column 4.

There is at least one way to get any of the possible net shifts,
with two ways to get a shift of zero ( or

). The Fourier mirror visited on each pass is chosen so that the
resultant shift puts the beam closer to its desired final position
than the other possibility. In the case of a zero total shift the
mirror for the first shift will be chosen to keep the beam closer
to the center of the array so as to limit the size of the largest
array.

The arrays shown are no larger than 5 4 or 4 5; this comes
about since beams on the outside rows or columns of the array
are automatically shifted inward. For example, a beam in the
top row has a net shift between 0 and 3, so for the first shift it
can automatically get the 1.5 shift, eliminating the need for a
row of pixels at 0.5. Similarly beams in the bottom row get
the 1.5 shift and no row is needed at 5.5, so there are five rows
needed at 0.5, 1.5, 2.5, 3.5, and 4.5. The last shift is 0.5 so the
beam must be within a half row of its output position so there are
the same five rows for the next MEMS array. Since the columns
are shifted in the same manner the columns occupied will be the
same as for the rows.

Following the beam incident at A, we see in Fig. 5 that at each
shift the beam needs to visit the lower half of the corresponding
Fourier mirror. Looking at the beam locations of A at the Fourier
segment we can see that each of the MEMS pixels at bounces
4, 6, 8, 10, and 12 where the beam is incident will have a tip of

.
In general for an -input system configured in an

array, in order to shift from any input row, , to any
output row, , the magnitude of the shifts required are given
by

(3)

Similarly, the column shifts are given by

(4)

The net shift of any beam will be between plus and minus
. The shifts count down in a binary sequence (each

Fig. 6. Moving beams into separate groups.

shift is half that of the next) ending with the smallest shift of
0.5. The difference between the smallest shifts possible sets

the resolution, , which is the resolution re-
quired. The largest shifts are slightly smaller than twice that of
the second largest, so that a net shift of zero is possible.

Since the shifts count in a binary sequence the total number
of shifts required is determined using a log in base 2. For the
rows there are possible shifts required between plus
and minus , requiring shifts. Since the
columns are shifted similarly the total number of shifts required

to get a beam to any of the desired locations can be determined
using

(5)

or shifts for an input system.
In the case shown, the largest MEMS dimension is 5 (pixels).

For a larger number of inputs the shifts can be ordered so that
the largest dimension of an array is given by

(6)

where is the pixel pitch. Having the second largest shift occur
first and the largest second does this. Since the second largest
shift is of size a beam can be no more than that many
rows or columns outside the input array size. After the second
shift, the remaining shifts can add up to no more than
, so in this array and in each subsequent the row or column is no

more than that amount outside the input array size. So the largest
array will occur after the first shift, where the row/column could
be outside on either side.

In the example of Fig. 5, we chose to follow four input beams
whose output locations were chosen such that the beams will
never be incident on the same pixel. This is because no two
beams have the same input column or output row. In the worst
case we could have four beams in one input column going to the
same output row, all the beams would overlap after their rows
were adjusted to match the output. Thus this design is not non-
blocking. We can correct this by sending the beams to different
areas or groups to adjust their positions. We will demonstrate
this next.

B. Using Grouping

A non-blocking version of the optical switch, albeit it one that
requires larger MEMS arrays, can be implemented by grouping
the beams in the manner described next. There are four different
groups for a 16-input array. Each group is an image of the ini-
tial input array, and the groups are separated so that they are in
separate areas and their pixels do not run into one another. The
number of groups, , required for an input system is

(7)
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